Term-based literature mining from biomedical texts

Sophia Ananiadou1, Goran Nenadic1, Dietrich Schuhmann2 and Irena Spasic1
1University of Salford, UK

2LION Bioscience, Heidelberg

In this paper we present a framework for the terminology-based literature mining from biomedical texts, which has been developed within the BioPATH project. The framework integrates the following components:

· automatic term recognition

· term variation handling and acronym acquisition

· term clustering and automatic discovery of term similarities 

In the following sections we briefly present the framework’s components, as well as some results.

1. Automatic term recognition

The automatic literature mining relies heavily on the identification of concepts, linguistically represented by domain specific terms. We assume that documents are characterised by sets of such terms, which can be used as a basis for knowledge acquisition. New terms representing newly identified or created concepts appear rapidly due to a continuously increasing amount of new knowledge and textual data describing it. Therefore, our approach to literature mining is based on automatic terminology recognition (ATR). In the approach, we differentiate between index terms and technical terms. Index terms are used to discriminate between documents, while technical (expert) terms are the linguistic realisation of specialised concepts. In general, technical terms represent the most important concepts of a document and characterise the document semantically. Therefore, recognition of terms is the first step in the literature mining process. 

Our ATR method is based on the C/NC-value method. It dynamically recognises terms in texts, which often include unknown, unregistered words and/or new term candidates. The method is hybrid: it combines linguistic knowledge (term formation patterns) and statistics (frequency of occurrence, term length, frequency of nested terms, etc). Term contextual information (i.e. co-occurrence with significant context words, such as other terms, domain-specific verbs, prepositions, etc) is also used to improve term ranking and term sense disambiguation.

2. Term variation handling and acronym acquisition

The naming conventions in many domains (especially in biology/biomedicine) are highly non-standardised even when it comes to the fundamental concepts. In theory, terms should be mono-referential (one-to-one correspondence between terms and concepts), but in practice we have to deal with (semantic) ambiguities (the same term corresponds to many concepts) and variants (many terms leading to the same concept). 

If we aim at supporting systematic acquisition and structuring of domain-specific knowledge, then handling term variation has to be treated as an essential part of terminology retrieval. In our approach, the term variant recognition is incorporated in the ATR process by taking into account orthographical, morphological, syntactic, lexico-semantic and pragmatic term variations. Term variants are normalised and grouped into classes in order to link each term candidate to all of its variants. This way, a list of normalised term candidate classes, rather than a list of single terms, is statistically analysed in order to assign the termhood to term candidates. 

In particular, we address acronyms as a common way of introducing term variants in scientific papers. We will present a method for the automatic acquisition of newly introduced acronyms and the mapping to their ‘meanings’, i.e. the corresponding terms. The proposed three-step procedure is based on morpho-syntactic constraints that are commonly used in acronym definitions. First, acronym definitions containing an acronym and the corresponding term are retrieved. These two elements are matched in the second step by performing morphological analysis of words and combining forms (i.e. typical biological affixes) constituting the term. The problems of acronym variation and acronym ambiguity are addressed in the third step by establishing classes of term variants that correspond to specific concepts. 

3. Automatic discovery of term similarities

Automatic term recognition itself is not sufficient for the knowledge acquisition process: extracted terms need to be associated with other terms already stored in the existing knowledge-bases. This means that terms should be classified and/or clustered so that semantically similar terms are grouped together. Therefore, term classification and clustering are key topics in automatic knowledge acquisition and literature mining. The automatic discovery of term similarities serves as a basis for both tasks. 

In our approach, the method is based on automatic pattern mining, i.e. on the retrieval of significant patterns in which terms tend to appear. The approach is domain independent: it needs no manual description of domain-specific features and it is based on knowledge-poor processing of specific term features. However, automatically collected patterns are domain dependent and identify significant contexts in which terms are used. 

Beside features that represent context patterns, we also use lexical and syntactical similarities between terms to define a combined similarity measure. The former is related to the lexical similarity between words that constitute terms. For example, if terms share the same head, they are assumed to have the same concept as an (in)direct hypernym (e.g. progesterone receptor and oestrogen receptor). Further, if one of such terms has additional arguments, this may indicate concept specialisation (e.g. nuclear receptor and orphan nuclear receptor).

Finally, syntactical similarities are based on co-occurrences of terms in specific lexico-syntactical patterns, which indicate contexts in which the terms are used concurrently. We hypothesise that the parallel usage of terms within the same context (e.g. enumerations, coordination, etc.) shows their functional similarity. Namely, all the terms within a parallel structure have the same syntactic function within the sentence (e.g. object or subject) and are used in combination with the same verb or preposition. This fact is used as an indicator of their semantic similarity.

The combined similarity is defined as a linear combination of the three similarities, for which the corresponding parameters have been automatically learnt from an ontology.

4. ATRACT: term-based knowledge mining system

Term recognition, term variation recognition, acronym acquisition and term-similarity discovery have been embedded in the terminology management workbench ATRACT, which provides a user-friendly GUI for literature mining in the domain of molecular biology. The literature mining process is performed in the following steps:

1. terms (including variants and acronyms) are automatically recognised and tagged in a set of texts

2. term similarities are calculated for the terms extracted, and terms are clustered accordingly

3. users are offered a possibility to update the existing knowledge-bases (e.g. ontologies and/or terminologies) with newly recognised terms

The terminological processing is performed on-the-fly. All terms are ‘clickable’ in the text, allowing tuning of term features (e.g. variations, similar terms, etc.). Also, the system can be tailored to specific needs of users by tuning a variety of parameters (e.g. context words, weights, thresholds).

ATRACT has also been used to support terminology-based information extraction and information retrieval within the TIMS system (Hideki et al., 2002). The system integrates automatic term recognition, term variation management, context-based automatic term clustering, ontology-based inference, and intelligent tag information retrieval. The aim is to provide efficient access to heterogeneous biological textual data and databases, enabling users to integrate a wide range of textual and non-textual resources effortlessly.

5. Experiments and Evaluation

5.1 Experiments with ATR

The ATR experiments with the integrated term variation management were conducted on the corpus containing 2008 abstracts from Medline (MEDLINE 2002). Figure 1 shows the distribution of the precision for three sets of terms grouped by their term-hoods: precision of the top ranked terms (with a term-hood above 6.00) was 98%. 

We have also conducted experiments with the acronym acquisition. The precision of the acronym acquisition method was very high (Table 1): it ranges from 94% to almost 99% depending on the size of a corpus. This is due to the fact that the method becomes more statistically stable for larger corpora, especially because it partly relies on the C/NC-value method to identify acronyms as terms. This method is based on a variety of frequencies, and naturally performs better when applied to large amount of data. Among the incorrect acronyms, the majority were acronyms acquired from the coordinated acronym patterns. The main source for this was the fact that the coordinated structures are highly ambiguous.
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	Figure 1: Distribution of ATR results
	Table 1: Acronym acquisition results


5.2 Experiments with ATC

Clustering techniques have been incorporated into the ATRACT workbench and tested with the terms related to nuclear receptors. The testing corpus contained 2008 abstracts retrieved from the MEDLINE database. Clustering has been applied to a set of 174 top-ranked terms automatically extracted from the corpus using the C/NC method, and we have used the nearest neighbour and the Ward’s clustering methods. The resulting clusters have been evaluated by a domain expert, and the results, after discarding the singleton clusters, are given in Table 2. Although the distribution of clusters differed significantly for the two clustering methods, the overall precision did not significantly vary. However, the higher number of small clusters produced by the Ward's method is preferred, as the clusters are more coherent.

	Cardinality of a cluster
	Nearest neighbour
	Ward’s method

	
	# of  clusters
	# of correct
	# of  clusters
	# of correct

	
	
	clusters
	terms
	
	clusters
	terms

	2
	16
	7 (44%)
	14
	33
	22 (67%)
	44

	3
	7
	6 (86%)
	18
	19
	10 (53%)
	30

	4
	4
	2 (50%)
	8
	5
	3 (60%)
	12

	( 5
	10
	7 (70%)
	47
	2
	1 (50%)
	8

	Total:
	37
	22 (59%)
	87 (63%)
	59
	36 (61%)
	114 (71%)


Table 2: Clustering results

Conclusion

In this paper we present the ATRACT framework for the literature mining, which is based on effective management of terms and their variants. In our approach, the term variant recognition has been incorporated into the ATR process providing more systematic knowledge acquisition. 

The automatic support for handling term variations can be used for semi-automatic update of the existing language resources. For example, the recognised term variants can be used to populate term dictionaries. Term variants unification and normalisation also provides a broader basis for IR and IE tasks, as queries can be expanded by referring to a class of synonymous terms as opposed to a single term. Any other term-centred tasks, such as classification and clustering of terms, can rely on the unified term variants in order to enhance statistically based procedures or to provide the wider context for specific term analysis. 

We have presented the results on term clustering using a hybrid term similarity measure. The measure is based on lexical and syntactical patterns automatically extracted from a corpus. The method achieves around 70% precision in clustering semantically similar terms. It also proved to be consistent as similar terms shared most of their "friends". Since the initial results are promising, we plan to improve the results by further investigation into the clustering methods, the hybrid similarity measure and the size of corpus, since the measure is corpus- dependent.
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